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Abstract 
The Apache Longbow Helicopter is migrating from an avionics suite controlled by three pairs of Line 

Replaceable Units (LRUs) that communicate primarily by Mil-Std-1553B multiplex bus to an avionics suite 
controlled by two multi-processor LRUs with a publish/subscribe inter-module communications system.  
Commercial middleware offers full-featured, standards-based publish/subscribe communications.  However, 
there is a tradeoff between features and performance.  Commercial middleware did not meet the performance 
requirements of the new avionics system.  The Simple Efficient Data Distribution System (SEDDS) is an in-
house developed, minimal-featured publish/subscribe system designed to handle a large volume of traffic with 
minimal processing overhead.  This paper discusses the tradeoffs of developing a custom publish/subscribe as 
opposed to purchasing commercial publish/subscribe middleware, the basic design of the system, lessons 
learned during the conversion process, and methods used to reduce processing overhead. 

Introduction 
The avionics industry is moving toward open 

standards and Commercial Off The Shelf (COTS) 
software as a means of improving interoperability and 
reducing life-cycle costs.  The Object Management 
Group (OMG) has recently released the Data 
Distribution Service (DDS) for Real-time Systems 
Specification [1] as an industry standard for 
publish/subscribe middleware.  The DDS standard 
specifies a very powerful publish/subscribe system 
that is appropriate for many general-purpose system 
architectures.  Commercial products that implement 
OMG’s full-featured DDS standard are currently 
available.  However, the features come at the 
expense of high CPU overhead.  SEDDS is designed 
to be a minimal-featured, but very efficient 
publish/subscribe system capable of handling a large 
amount of data traffic with minimal CPU overhead. 

Architecture 

Apache Avionics 
The Manned/unmanned Common Architecture 

Program - Phase II (MCAP II) is the second phase of 
a three-phase initiative by the Aviation Applied 
Technology Directorate (AATD).  The purpose of the 
three-phase MCAP program is to develop an Open 

System Architecture (OSA) for aviation applications as 
a means of reducing the cost of avionics integration.  
Prior to MCAP II, three central pairs of custom LRUs 
controlled the Apache Longbow’s avionics suite.  The 
three types of LRUs were the System Processor (SP), 
the Display Processor (DP), and the Weapons 
Processor (WP).  The three types of LRUs had 
custom computing hardware, and unique Input/Output 
(I/O) hardware consisting of serial, analog, discrete, 
and Mil-Std-1553B multiplex bus interfaces.  As 
shown in Figure 1, the three pairs of legacy LRUs 
communicated with each other and with other LRUs 
primarily via 1553B multiplex bus (shown in heavy 
lines). 

Figure 1. Legacy Avionics Architecture  

 

While basic computing requirements are generic, 
I/O requirements are aircraft specific. Different 
platforms generally require different I/O hardware.  
The MCAP II avionics architecture separates the 
specialized I/O hardware from the general purpose 
computing hardware.  The I/O hardware is unique to 
the Apache, and therefore relatively expensive to 
implement and upgrade.  However, the general 
purpose computing is hosted on COTS hardware to 
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reduce lifecycle costs and to allow for future upgrades 
as computing hardware continues to evolve.  

The MCAP II architecture replaces the three 
legacy LRUs: SP, DP, and WP, with a new multi-
processor LRU called the Central Mission Processor 
(CMP).  As shown in Figure 2, the software modules 
from the legacy LRUs are hosted on computing nodes 
within each CMP.  The WPs in Figure 2 are shown in 
dashed lines because the WPs were not ported into 
the CMP for MCAP II; the WPs are being ported in a 
follow-on program.  Data processing software 
modules in the CMP do not have direct access to the 
CMP's I/O hardware.  Therefore, the CMP requires a 
new software module called the I/O Processor (IOP).  
Data processing modules access CMP I/O via the 
IOP, which controls the CMP’s discrete, analog, serial, 
and 1553B hardware interfaces.  Each CMP contains 
four quad-PowerPC processor boards, one dual-
PowerPC processor board, and a single-PowerPC 
processor I/O module. 

Figure 2. MCAP II Avionics Architecture 
 

The PowerPC processors within the CMP 
communicate with each other via PCI bus, StarFabric 
switched-serial fabric, and switched Ethernet.  The 
two CMPs communicate with each other over 
switched Ethernet.  The internal PCI, StarFabric, and 
Ethernet networks are collectively referred to as the 
CMP Network.   

Whereas the legacy LRUs communicated 
primarily by 1553 multiplex bus, the applications in the 
CMP communicate primarily over the CMP Network.  
The network connections in Figure 2 are shown 
terminating to the CMP to indicate that the 
connections are via multiple switched-networks as 
opposed to buses or point-to-point connections.  The 
CMP Network uses Internet Protocol (IP) as the 
primary communications protocol.   

The Networked Common Operating Real-time 
Environment (NCORE) is the open systems software 
architecture developed for MCAP II.  The NCORE 
OSA is a collection of layered software components 
and services designed to support current and future 
avionics systems.  NCORE components and services 
isolate avionics applications from hardware 
dependencies.  A publish/subscribe communications 
system is one of the components of NCORE. 

The Publish/Subscribe Paradigm 
Publish/subscribe is a data-centric 

communication paradigm.  In the publish/subscribe 
model, data consumers subscribe to receive a specific 
data set, known as a topic, by registering with the 
publish/subscribe system.  When a data producer, or 
writer, has a data set to distribute, it provides the data 
set to the publish/subscribe system.  The 
publish/subscribe system then publishes the data set 
to the readers that have subscribed to receive that 
topic; the published data set is called an issue of the 
topic. 

Publish/subscribe communications are 
anonymous.  That is, the producers and consumers of 
the data do not need to know the location, or even the 
identity, of each other since the system distributes the 
data.  Publish/subscribe systems inherently multicast 
data; a publisher may publish the same topic to many 
subscribers.  In fact, publish/subscribe systems may 
have a one-to-one, one-to-many, many-to-many, or 
many-to-one relationship between publishers and 
subscribers.  Publish/subscribe communications are 
also asynchronous.  The publish/subscribe system 
does not synchronize the distribution of data; the 
publication timing is determined by the data 
producer's schedule. 

The MCAP II architecture uses a 
publish/subscribe system over the CMP Network for 
inter-component communications; this system 
replaces 1553B communications as the primary 
means of communication between the SP, DP, WP, 
and IOP software components.  Publisher and 
subscriber anonymity is the primary reason that the 
MCAP II architecture uses the publish/subscribe 
model.  Since applications do not have to know the 
identity of other applications that they communicate 
with, applications do not need to be modified if the 
source or destination of the data changes; this can 
reduce application maintenance costs.  Furthermore, 
applications in the CMP are hosted on multiple CPUs, 
and individual modules within an application may be 
moved from one CPU to another for convenience.  
Therefore, it is also important that applications are not 
required to know the locations of other applications 
with which they communicate. 



COTS/Custom Software Tradeoffs 
MCAP II is focused on open standards and 

COTS products to reduce the lifecycle costs of fielding 
avionics.  Therefore, a commercial publish/subscribe 
system is preferable to a custom solution.  OMG’s 
DDS specification was in work at the start of MCAP II.  
The initial plan was to adapt commercial DDS 
middleware to the MCAP II architecture.  However, 
commercial products that could work with the real-
time operating system chosen for MCAP II were still in 
development, and, therefore unavailable, and 
untested with the MCAP II architecture.  As a risk 
mitigation plan, the MCAP II program decided to 
develop a simple, custom DDS in parallel with 
investigating a commercial DDS. 

OMG's DDS specification provides for a full-
featured publish/subscribe system that can be 
adapted to a wide variety of systems with diverse 
needs.  The DDS specification far exceeds NCORE 
requirements.  Several of these features and their 
application to the Apache avionics architecture will 
now be discussed. 

The DDS specification calls for dynamic 
discovery of publisher and subscriber nodes.  
Dynamic discovery allows nodes to be added to or 
removed from a publish/subscribe network without 
making changes to the existing system.  While 
dynamic discovery is a desirable feature, the CMP 
Network is small, and it is not very dynamic.  The 
CMP Network has a relatively small, predefined set of 
publishers and subscribers; so dynamic discovery is 
not required.  SEDDS currently uses static data tables 
to determine message routing and node locations.  
This significantly reduces CPU usage, but does 
require some additional maintenance.  Future work is 
currently planned to enable dynamic message routing 
and node discovery. 

OMG's DDS specification supports the use of 
data translation so that different types of DDS nodes 
do not have to translate data types.  For example, if a 
little-endian node produces data, the DDS translates 
the data into the format required by big-endian 
subscribers.  This data translation is generally 
handled by converting the data to a common format 
on the producer side, and then, on the consumer side 
converting it from the common format to the format 
required by the consumer.  On the Apache, no data 
translation is required since all of the processors on 
the CMP Network are of the same type; eliminating 
data translation reduces system complexity and 
processing overhead. 

Another consideration while evaluating the 
suitability of publish/subscribe middleware is memory 
allocation.  Most commercial software products use 
dynamic memory allocation.  Dynamic memory 
allocation is discouraged in high-reliability real-time 
software.  As military avionics systems move towards 

commercial certification standards, such as DO-178B 

[2], dynamic memory allocation becomes an even 
bigger issue.  SEDDS does not perform any dynamic 
memory allocation. 

The DDS specification calls out a "strength" 
attribute that is applied to the data writers of each 
topic.  Among multiple data writers of a specific topic, 
the current data writer with the highest strength is the 
data writer that is allowed to publish an issue of the 
topic.  Alternately, if a subscriber receives issues of a 
topic from several publishers, the current issue with 
the highest strength is the issue that is delivered.  
While the concept of strength is simple, the 
implementation can be complex.  For example, if two 
data writers are producing a topic, and the higher 
strength data writer stops producing the topic, it is 
unclear at what point the subscriber should start 
receiving the topic from the lower strength data writer.  
To implement data writer strength, the 
publish/subscribe system must continually monitor the 
strength and currency of topics produced by all data 
writers.  In a very large system where there may be 
many sources of the same data, strength is very 
beneficial.  In a smaller system, such as the Apache, 
where there are typically only one primary source and 
one backup source, it is more efficient to have the 
secondary data source stop publishing the topic. 

There is a tradeoff between features and 
performance.  Extra features come at the cost of 
processing time and system complexity.  When 
comparing lines of code, a COTS product that 
implements the DDS specification is 100 times larger 
than SEDDS.  Furthermore, SEDDS runs in the 
context of the producing and consuming tasks 
whereas the commercial DDS has 4 tasks.  The huge 
difference in the size and complexity between SEDDS 
and the commercial DDS impacts not only the amount 
of memory required by the two systems, but also has 
significant maintainability implications. 

The most important differences between the 
commercial and the custom data distribution systems 
involve processing time and start-up time.  The 
following comparative discussion is based on timing 
studies using identical PowerPC processors.  Timing 
studies with the commercial DDS indicate that the 
commercial DDS requires more than 250 
microseconds of CPU time to publish a topic to a 
single subscriber.  SEDDS, on the other hand, takes 
an average of 35 microseconds of CPU time to 
publish a topic to a single subscriber.  The busiest 
CPU in the CMP sends approximately 7,300 SEDDS 
messages per second.  Given the number of 
messages required in the system and the processing 
overhead for the commercial DDS, there is not 
enough available CPU time to process all the required 
messages using the commercial DDS product.   



Start-up time (both in-air and on-ground) is also 
critical in avionics systems – particularly on a high 
performance rotorcraft platform.  The commercial DDS 
takes 300 milliseconds to start-up the system, plus 
another two seconds to register publishers and 
subscribers.  SEDDS requires only 43 milliseconds to 
start-up, including the time to register publishers and 
subscribers. 

SEDDS Implementation 

SEDDS Design 
The SEDDS design is based on sending User 

Datagram Protocol (UDP) datagrams from data 
producers to data consumers.  In the CMP, the SP, 
DP, and IOP are all SEDDS nodes.  A SEDDS node is 
any software module that communicates with other 
software modules via SEDDS.  A SEDDS node may 
be a data producer, a data consumer, or both, and it 
may produce and consume many different topics.  
Multiple nodes may exist on the same CPU.  For 
example, the SP and IOP may run on the same CPU 
or on different CPUs.  However, even if the SP and 
IOP are placed on the same CPU, they will still be 
separate message nodes, and they will communicate 
with each other only through SEDDS to reduce 
coupling. 

The MCAP II architecture contains two SPs, two 
DPs, and two IOPs.  Each SP, DP, and IOP is a 
separate SEDDS node.  SP1, SP2, DP1, DP2, IOP1, 
and IOP2 are all physical SEDDS nodes.  A unique 
combination of IP address and port differentiates the 
physical SEDDS nodes.  Each type of module has 
both a primary and secondary unit.  For example, SP1 
is usually the primary SP, and SP2 is usually the 
secondary SP.  On the Apache, most of the data 
traffic goes to or from the primary modules.  Primary 
and secondary logically differentiate the modules.  
SEDDS has logical nodes as well as physical nodes; 
this allows SEDDS to route data to the primary or 
secondary module regardless of which module is 
currently primary and which module is currently 
secondary.  Logical SEDDS nodes do not have 
unique IP addresses and ports; they are mapped to 
the appropriate physical SEDDS nodes. 

SEDDS relies on a set of data tables generated 
by a database application prior to compile time.  Each 
node within the system has its own instantiation of 
SEDDS, and each instantiation of SEDDS has its own 
set of data tables.  Each node's set of data tables is 
identical at compile time, but the tables are modified 
as applications subscribe to topics, and as they send 
and receive messages (issues). 

A topic table defines which physical or logical 
nodes subscribe to each topic.  The topic table also 
defines where SEDDS will place the data and what 

callback procedure SEDDS will execute when SEDDS 
receives a new issue of a topic.  A translation table 
defines the current translation from logical nodes to 
physical nodes.  A routing table defines the IP 
address and port of each physical SEDDS node. 

Applications subscribe to receive topics.  An 
application provides a memory pointer to a data 
location and a memory pointer to a callback procedure 
when it subscribes to receive a topic.  During the 
subscription process, SEDDS registers the 
application's data and callback-procedure pointers in 
the topic table. 

To publish a new issue of a topic, applications 
execute a SEDDS publish procedure (publisher); they 
pass in the topic ID and a data pointer as parameters.  
Application data is defined as a structure that has a 
SEDDS header followed by the actual application 
data.  The header is defined with the application data 
so that SEDDS will not have to create a header and 
then perform an extra copy to place the data after the 
header.  The data pointer passed into the publish 
procedure actually references the beginning of the 
SEDDS header.  The publisher looks up the topic in 
the topic table, and increments an issue number that 
is also stored in the topic table.  The publisher then 
copies the topic ID, issue number, timetag, and its 
own logical and physical node IDs into the SEDDS 
header.  For each node that is supposed to receive 
the topic, the publisher copies the receiving node's 
physical and logical node IDs into the header and then 
sends the issue in a UDP datagram to the receiving 
node. 

 To send an issue of a topic to a node, SEDDS 
uses the translation table to convert the receiver's 
node ID to a physical node ID.  Then SEDDS uses the 
routing table to convert the physical node ID to an IP 
address and port.  Once SEDDS has the receiving 
node's IP address and port, it calls socket sendto() to 
transmit the data buffer at the buffer pointer to the 
receiving node's socket.   In the sendto() function, the 
TCP/IP protocol stack transmits the UDP datagram to 
the receiving node's socket via the proper network.  
The receive task in the receiving node's TCP/IP stack 
reads the UDP datagram from the network, and puts 
the datagram into the receive queue of the socket at 
the specified port number. 

At the beginning of each node’s processing 
frame, the module executes the SEDDS 
get_new_msgs() procedure to process all messages 
that SEDDS has received since the start of the last 
frame.  The get_new_msgs() procedure reads all of 
the UDP datagrams that are stored in the socket's 
receive queue.  For each UDP datagram in the 
receive queue, SEDDS peeks at the message header 
to determine the topic ID, and looks up the topic's 
record in the topic table.  If an application has 
subscribed to receive the topic, then get_new_msgs() 



will call the socket recvfrom() function to read the data 
into the receive buffer that has been registered in the 
topic table.  After receiving the data, get_new_msgs() 
executes the registered callback procedure and 
proceeds to process the next UDP packet in the 
receive queue.  If no application has subscribed to 
receive the topic in a received datagram, then SEDDS 
logs an error and proceeds to process the next UDP 
datagram.  SEDDS could have been designed to have 
the TCP/IP protocol stack preempt the currently 
running task and deliver new issues immediately upon 
their receipt.  However, the system avoids 
concurrency issues by forcing applications to request 
their new messages.  Since applications must 
explicitly retrieve their new messages from SEDDS, 
the applications are guaranteed that SEDDS will not 
modify application data while an application is 
processing the data.  At power-up, SEDDS considers 
SP1, DP1, and IOP1 to be the primary nodes.  The 
primary SP determines the operational mode of the 
system, including which of the nodes are primary.  
When the primary SP changes the operational mode 
of the system, it calls a SEDDS procedure to switch 
which nodes are the primary nodes.  The SEDDS 
procedure modifies its own node translation table, and 
it sends a control topic to all of the other physical 
message nodes.  The control topic tells the other 
SEDDS nodes to modify their translation tables 
accordingly. 

Lessons Learned 
The bus controller of a Mil-Std-1553B multiplex 

bus system tightly manages communications within 
the system of nodes that communicate over the bus.  
In 1553 communications, the bus controller 
determines the base frequency of all bus traffic.  In the 
process of converting the 1553-based legacy Apache 
software to the publish/subscribe-based NCORE 
architecture, several timing problems surfaced.  In the 
legacy Apache architecture, the SP was the bus 
controller for the two 1553 channels that the DP used.  
The base frequency for SP processing, and for the 
1553 channels is 50 Hz.  However, the base 
processing frequency for the DP is 60 Hz.  In the 
legacy system, all of the messages that the SP 
exchanged with the DP were transmitted at a multiple 
of the 50 Hz bus frequency.  Therefore, the SP could 
depend on messages coming in at its own processing 
rate.  The SP did not have to take into account any 
frequency difference between its processing frames 
and the bus frames.  DP processing, on the other 
hand, did have to account for the difference between 
the DP processing frequency and the bus frequency. 

As indicated earlier, the publish/subscribe model 
is inherently asynchronous.  Each SEDDS node 
publishes new issues at its own rate rather than a rate 
commanded by a central controller.  Therefore, the 

topics are published at the producer's rate, rather than 
the consumer's rate.  An example of where this was a 
problem is in selection processing.  The legacy DP 
would receive crewstation button selections from Multi 
Purpose Displays via serial inputs.  Some of these 
selections were forwarded to the SP for processing.  
The selections were forwarded to the SP as pulsed 
signals.  DP selection processing ran at 10 Hz, but the 
1553 selection message and the SP processing ran at 
6.25 Hz.  To ensure that the SP did not miss the 
selection pulse, the DP would verify that the selection 
message had been transmitted before returning the 
signal to its rest state.  

When DP-to-SP 1553 messages were converted 
to the publish/subscribe architecture, they were 
scheduled for publication at the multiple of the 60 Hz 
rate that was greater than or equal to their 1553 
message rate.  The selection messages were 
scheduled for publication at 10 Hz, which is the 
closest 60 Hz multiple that is faster than the original 
6.25 Hz message rate.  The selection processing 
code in the DP would, therefore, toggle the pulse at 
10 Hz, which was faster than the 6.25 Hz SP selection 
processing.  Consequently, the SP would occasionally 
miss a button selection published by the DP.  Several 
solutions could be used to prevent the SP from 
missing button presses.  Since MCAP II is a research 
program focused on prototyping and demonstrating a 
new architecture, this problem was resolved by 
reducing the rate at which the DP published the 
selection message to 6 Hz, which is the 60 Hz rate 
multiple below the original 6.25 Hz.  For production, 
the selection message may be converted from a 
periodic message to an on-demand message. 

Another problem caused by asynchronous 
processing is the method of handling series data sent 
over the 1553 bus.  Most of Apache's 1553 messages 
contain sampled data, such as engine statistics.  That 
is, if a single message is missed, the old data is used, 
and if a message is overwritten by a newer message 
before it is read, then the newer message data is used 
without impact.  However, some messages are time 
synchronous, or serial, in nature.  That is, a single 
repeated or lost message cannot be tolerated.  Good 
examples of serial messages are data uploads to 
radios, or downloads to flight data recorders.  Mil-Std-
1553 messages are limited to a maximum of 64 bytes 
per message.  Therefore, systems that require 
uploads or downloads of large data blocks via the 
1553 bus require a series of 1553 messages.  If any 
of the messages are repeated or missed, then the 
upload or download will fail.   

In the legacy Apache architecture, the data 
processors had direct access to the 1553 hardware, 
so they could synchronously transfer blocks of data 
via the 1553 bus.  As indicated earlier, the IOP is the 
only node in the CMP that has direct access to the 



1553 hardware.  Other nodes publish topics that the 
IOP subscribes to and then transfers to the 1553 bus.  
In general, the data processors are not synchronized 
with the IOP and the 1553 buses.  Therefore, the data 
processors cannot just send a series of individual 
messages to the IOP for transmission on the bus.  
Because the bus and the data processor are not 
synchronized, there is a possibility that some of the 
data will be missed or transmitted on the bus more 
than once. 

The data processor could send the data to the 
IOP at a lower rate than the 1553 message, and have 
the IOP disable the 1553 message when it does not 
have new data.  However, that would reduce the 
effective rate, and therefore the bandwidth of the 
block transfer message.  Furthermore, the remote 
terminal receiving the message may expect the 1553 
message to be enabled continuously.  Therefore, the 
remote terminal may not react well to the IOP 
enabling and disabling the message. 

NCORE implements series messages by 
allowing data processors to send an entire block of 
data to the IOP.  SEDDS messages that data 
processing nodes publish which will eventually be 
transmitted on the 1553 bus are called virtual mux 
messages.  When a data processor publishes a virtual 
mux message, it appends a virtual mux header to the 
actual virtual mux data.  The virtual mux header 
contains setup information that allows the IOP to 
properly transmit the virtual mux data on the 1553 
bus.  The virtual mux header contains fields for mux 
message word count, virtual mux data size, error-
handling mode, and an acknowledge-topic ID.  If the 
virtual mux data size is larger than can fit in a mux 
message with the given word count, then the IOP will 
fragment the virtual mux data into mux messages of 
the given word count.  The IOP will then transmit the 
fragmented data periodically in the 1553 message 
corresponding to the virtual mux message topic.  
When the last message has been successfully 
transmitted, the IOP will publish an issue of the 
acknowledge topic that contains a successful 
transmission condition code.  If the IOP encounters 
errors while transmitting the series message, it will act 
according to the requested error-handling mode.  For 
example, the IOP may retransmit the message once 
on the redundant mux bus, or it may terminate 
transmission and publish a failure code in the 
acknowledge topic. 

 Modularity 
One of the most significant factors in reducing 

software maintenance costs is designing a system 
with high modularity. Modularity is an important 
feature of any publish/subscribe architecture.  Since 
publishers and subscribers do not need to know each 
other’s identities or locations, message routing can be 

changed without having to change publisher or 
subscriber application code.  For example, many 
Apache applications require Inertial Navigation Unit 
(INU) data.  The INU data enters the CMP via mux 
bus.  The IOP retrieves the INU data from the CMP's 
1553 hardware and publishes the data to the 
subscribers via SEDDS.  If a new navigation display 
were added to the aircraft, the component controlling 
the display would need the INU data.  In a traditional 
message passing system, the IOP software would 
need to be modified to send the INU data to the 
component controlling the new display.  Modifying the 
IOP software could lead to significant testing costs.  
With SEDDS, the display-control component would be 
added to the database as a new subscriber to the 
INU_DATA topic.  A new topic table with the display-
control component as a subscriber to the INU_DATA 
topic would be generated from the database.  Thus, 
the display-control component would receive the INU 
data without changing the functionality of the IOP 
software. 

Another feature built into SEDDS is the ability to 
publish alias messages.  Alias messages allow a data 
producer to write data to SEDDS as one topic and 
have SEDDS publish that data as the original topic as 
well as publishing the data as an alias topic.  For 
example, the IOP publishes the INU1_DATA, 
INU2_DATA, and [primary] INU_DATA topics.  The 
primary SP subscribes to the INU1_DATA and 
INU2_DATA topics to determine which INU should be 
the primary INU.  If the SP determines that INU2 
should be the primary INU, it calls a SEDDS function 
to make the INU_DATA topic an alias of the 
INU2_DATA topic.  The SP's SEDDS node will publish 
a control message to the other nodes indicating that 
the INU_DATA topic is now an alias of the 
INU2_DATA message.  The IOP’s SEDDS node will 
remove INU_DATA as an alias in INU1_DATA's entry 
in the topic table, and enter INU_DATA as an alias in 
INU2_DATA's entry in the topic table.  Each time 
SEDDS publishes the INU2_DATA topic, it also 
publishes the INU2 data as the [primary] INU_DATA 
topic. The only software changes that would be 
required to add a third INU to the system are the 
addition of an entry for the new INU in the IOP's auto-
generated mux message table, a new entry in 
SEDDS' auto-generated topic table, and modification 
of the SP's INU configuration software.   The IOP 
functionality would not have to be modified to 
determine which INU's data to distribute as the 
primary INU data.  Furthermore, the consumers of the 
primary INU data would not have to be modified to 
use a specific INU's data.   

Reducing Data Distribution Overhead 
Studies revealed that, due to the high volume of 

traffic, the busiest CPU in the CMP would not be able 



to sustain a DDS that takes more than 60 
microseconds of CPU time per publish.  As indicated 
earlier, the commercial publish/subscribe product 
averaged more than 250 microseconds per publish.  
The commercial product clearly could not support the 
throughput requirements of the busiest CPU in the 
CMP without significant optimization.  Unfortunately, 
an early version of SEDDS averaged approximately 
95 microseconds per publish. 

Optimization of SEDDS software reduced publish 
overhead time to slightly below 60 microseconds per 
publish.  While optimization brought SEDDS to within 
the realm of practicality, it did not leave adequate 
growth margin.  Profiling analysis revealed that more 
than 50% of the publish time was being consumed in 
the socket sendto() function.  Socket sendto() was 
already highly optimized, so the only viable solution 
was to reduce the number of sendto() calls.  Two 
potential solutions were identified to reduce the 
number of sendto() calls: 1) have the TCP/IP protocol 
stack multicast topics that are published to two or 
more subscribers, 2) aggregate topics sent to the 
same subscriber.  Topic aggregation, or combining of 
multiple message data into one larger message, was 
chosen as the method to reduce sendto() calls 
because the network driver in the CMP does not 
support multicasting.  However, even if the network 
driver did support multicasting, message aggregation 
would be preferred over multicasting.  While some 
topics are published to multiple subscribers, the 
majority of topics are published to a single subscriber.  
Furthermore, the CMP has a relatively small number 
of physical SEDDS nodes, and a large volume of 
issues being published.  Therefore, aggregating 
issues published to the same subscriber will generally 
reduce the number of sendto() calls far more than 
multicasting. 

Because of the structure of SEDDS messages, 
topic aggregation is relatively straightforward.  Non-
aggregated messages have a SEDDS header 
followed by the topic data.  The SEDDS header 
contains fields indicating the header size and the topic 
data size.  Therefore, SEDDS messages can be 
appended to previous messages in a buffer.  When 
the buffer is too full to contain a new message, the 
buffer is transmitted to the subscriber using the 
sendto() function, and the new message is placed at 
the start of the buffer.  If a new message is too large 
for the buffer, then the buffer is transmitted, to 
preserve message order, and then the new message 
is transmitted in place.  Actually, if a message is too 
large to fit in the buffer with another message, then 
there is no reason to aggregate it, so messages 
slightly smaller than the transmit buffer will be 
transmitted directly instead of being aggregated with 
other messages.  When the subscriber calls 
recvfrom() to peek at the SEDDS header at the start 
of the next message, SEDDS can determine if the 

message contains a topic larger than the receive 
buffer.  If the message is larger than the receive 
buffer, SEDDS calls recvfrom() to copy the message 
into the appropriate data buffer for the topic.  If the 
SEDDS header indicates that the topic at the 
beginning of the UDP datagram is smaller than the 
receive buffer, then SEDDS will call recvfrom() to copy 
the data into the receive buffer.  The recvfrom() 
function returns the size of the UDP datagram, and 
the SEDDS headers indicate the size of the SEDDS 
messages, so SEDDS can sequentially process 
SEDDS messages in the receive buffer until the buffer 
is empty. 

The topic aggregation software has a transmit 
buffer for each physical SEDDS node.  SEDDS 
automatically transmits a buffer when a data producer 
publishes a topic that will not fit in the remaining 
space in the transmit buffer.  However, a SEDDS 
node could execute for several frames before the 
transmit buffer is full.  If SEDDS holds the topics in the 
transmit buffer for several frames, the data will be 
stale.  To reduce latency, SEDDS has a procedure 
call that allows applications to flush the transmit 
buffers.  Applications typically flush the transmit 
buffers at the end of each processing frame.  Without 
topic aggregation, the publish procedure calls sendto() 
directly, and sendto() transmits the SEDDS message 
directly from the producer's data buffer.  However, 
with message aggregation, the publish procedure 
copies the SEDDS message from the producer's data 
buffer to the transmit buffer for transmission later; this 
is an extra copy operation that is not performed if the 
message is not aggregated.  However, the overhead 
for the extra copy operation is negligible as compared 
to the CPU time used by sendto().   

Figure 3 shows the reduction in average publish 
time by SEDDS topic size (in bytes) and number of 
topics per frame.  The top line of Figure 3 is the curve 
for 1500-byte topics.  The Maximum Transmit Unit 
(MTU) for the CMP Network is 1500 bytes, so the 
protocol stack fragments UDP messages larger than 
1500 bytes.  Therefore, the aggregation transmit 
buffers are sized to 1500 bytes.  Since 1500-byte 
topics (plus their SEDDS headers) are too large to fit 
in the transmit buffer with other messages, they are 
transmitted directly instead of being aggregated.  The 
1500-byte curve slopes from 55 microseconds per 
topic down to 47 microseconds.  The reduction in time 
for the 1500-byte topic is expected even though 1500 
byte topics are not aggregated.  The overhead for the 
buffer flush operation is approximately eight 
microseconds; excluding the time to execute the 
sendto() function.  Since SEDDS flushes the buffers at 
the end of each frame, publishing more 1500-byte 
topics per frame allocates the flush time across more 
topics.  Therefore, the publish time per topic 
decreases as the number of topics published per 
frame increases.  



Figure 3. Average Publish Time Per Topic  

 

The second curve from the top in Figure 3 is for 
200-byte topics.  CPU time per topic generally 
decreases as the number of topics per frame 
increases.  This is primarily due to the number of 
topics per sendto() increasing.  The time per topic 
increases at six, eleven, and sixteen topics per frame 
because only five 200-byte topics (and their 
associated SEDDS headers) will fit in a transmit 
buffer.  The peaks at six, eleven, and sixteen topics 
per frame are decreasing due to the flush time 
allocation seen with the 1500-byte topics.  The bottom 
line in Figure 3 is for zero-byte topics.  Zero-byte 
topics are used to signal events; they are the smallest 
messages possible, so they represent the best-case 
scenario for topic aggregation.  Twenty-two zero-byte 
topics will fit in a transmission buffer; the minimum 
publish time per topic is 17 microseconds at 22 zero-
byte messages.  The 50-byte curve is shown for 
reference because the average size of a message in 
the CMP is approximately 50 bytes.  The minimum 
time to publish a 50-byte message is 18 
microseconds; this occurs at 24 topics per frame. 

Proposed Improvements 
The most beneficial improvements to SEDDS 

would be to add limited dynamic registration of nodes, 
topics, and subscribers.  Primary registration of 
nodes, topics, and subscribers will continue to be via 
the current tables because dynamic registration 
requires additional startup time while nodes perform 
the dynamic registration.  If applications are allowed to 
dynamically subscribe to existing topics, then new 
subscribers can be added to a topic without having to 
modify the SEDDS tables.  Thus, a new navigation 
display could be added to the system, and the 

software changes could, potentially, be limited to the 
node that controls the new display.  If new nodes are 
allowed to dynamically register with SEDDS, then a 
new node could be added to the system to control a 
new display without having to change the software on 
the rest of the nodes.  If nodes are allowed to 
dynamically register new topics, then multiple nodes 
could be added to the system, and they could 
communicate with each other using new topics 
without having to modify the software on existing 
nodes. 

Conclusions 
1. MCAP II adopted publish/subscribe 

communications because the inherent anonymity 
of publishers and subscribers leads to software 
modularity.  

2. A commercial data distribution system was 
desired for its open systems architecture and its 
enhanced feature set.  However, features come at 
the expense of start-up and run-time performance.  
Therefore, custom DDS software (SEDDS) was 
required to meet the performance requirements of 
the CMP. 

3. Converting from tightly controlled 1553 
master/slave communications to loosely controlled 
publish/subscribe distributed communications 
created several timing related problems that were 
overcome by modifying publication rates. 

4. The processing overhead of UDP/IP 
communications is the limiting factor in DDS 
performance, and therefore, must be kept to a 
minimum. 

5. Adding dynamic subscription, node registration, 
and topic registration capabilities to SEDDS can 
increase modularity. 
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